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On Event Detection and Localization in Acyclic
Flow Networks
Mahima Suresh, Radu Stoleru, Emily Zechman, and Basem Shihada

Abstract—Acyclic flow networks, present in many infrastructures of national importance (e.g., oil & gas and water
distribution systems), have been attracting immense research
interest. Existing solutions for detecting and locating attacks
against these infrastructures, have been proven costly and
imprecise, especially when dealing with large scale distribution
systems. In this article, to the best of our knowledge for the
first time, we investigate how mobile sensor networks can be
used for optimal event detection and localization in acyclic
flow networks. We propose the idea of using sensors that
move along the edges of the network and detect events (i.e.,
attacks). In order to localize events, sensors detect proximity
to beacons, which are devices with known placement in the
network. We formulate the problem of minimizing the cost
of monitoring infrastructure (i.e., minimizing the number of
sensor and beacons deployed) in a predetermined zone of
interest, while ensuring a degree of coverage by sensors and
a required accuracy in locating events using beacons. We
propose algorithms for solving the aforementioned problem
and demonstrate their effectiveness with results obtained from
a realistic flow network simulator.

I. I NTRODUCTION
CYCLIC flow networks are those graphs whose edges
do not form a cycle, but maintain a directed and
consistent flow. Acyclic flow networks are pervasive in
infrastructures of national importance, including oil & gas
and water distribution systems. These critical infrastructure
systems are susceptible to a variety of attacks, including
contamination with deadly agents and physical destruction, which would impact a large, geographically disparate
population. Toward protection of infrastructure systems,
networks of sensors are designed and strategically placed to
monitor the quality and quantity of flow of resources. While
engineering infrastructure is typically monitored through
the use of immobile sensors, mobile sensors may provide
a significant advantage in protecting our infrastructure
systems.
A mobile sensor network consists of mobile sensors and
fixed beacons that are released within a flow network when
a utility or governing body has determined the presence of
a potential threat to the infrastructure. Sensors are equipped
with sensing modalities specific to the type of event that
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is suspected. Once inserted in the flow network, sensors
are transported by the flow along a set of fixed paths.
As sensors travel along edges, they sense the presence of
a disruption or contamination and proximity to beacons.
These sensors are assumed be able to accurately identify
events in the pipes they traverse through. Typically, sensors
can obtain information about their location based on communication with beacons and must be physically captured
to extract data. For these applications, sensors are very
inexpensive, and inserting sensors does not disrupt flow in
the network. Our research is enabled by recent advances
in wireless sensor network technologies and successful
deployments of, mostly static, sensor network systems
for military applications [1], emergency response [2] and
habitat monitoring [3].
While these sensors are currently under development
for realistic implementation, new algorithm development is
needed to efficiently use sensor data to detect the existence
and location of an event. Specifically, a new methodology
is presented here to address the problem of reducing the
number of sensors and beacons deployed in an acyclic
flow network, while ensuring that desired accuracies for
event detection and localization are achieved. Since the
algorithmic aspects and optimality of the solutions are the
key focus of this paper, we look at acyclic flow networks in
general and use water distribution systems as an example of
acyclic flow networks. More specifically, the contributions
of this article are as follows:
•

•

•

•

•

We propose the idea of acyclic flow sensor networks,
and formally define the problems for optimal event
detection and localization in such networks.
We prove that the event detection problem is NP-Hard
and propose an approximation algorithm to derive the
minimal number of sensors to be deployed and their
deployment locations.
We propose algorithms for optimally solving the event
localization problem in acyclic flow networks, through
an intelligent deployment of beacons.
We develop an algorithm for learning network flows,
based on estimates of flows in the graph and feedback
from deployed sensors.
We evaluate the performance of our solutions through
extensive simulations using a high fidelity acyclic flow
network simulator and realistic flow networks.

The rest of the article is structured as follows. In
Section II we describe the preliminaries of monitoring a
water distribution network using the method proposed. In
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Section III we formulate the problems of optimal event
detection and localization in acyclic flow networks, and in
Sections IV and V propose solutions for them. In Section VI
we present an algorithm for flow estimation, which relaxes
an earlier assumption we make. We present performance
evaluation results in Section VII and review the state of
the art in Section VIII. We conclude in Section IX with
ideas for future work.
II. M ONITORING WATER D ISTRIBUTION N ETWORKS
An acyclic flow network can be best understood by
considering a typical example - a water distribution system,
as shown in Figure 1. Water, stored in water reservoirs or
water towers, is pumped by pumpstations into a network of
underground pipes. Depending on the demand of water by
various consumers, the flow in pipes can change in direction
and magnitude.
Water distribution, one of seven critical infrastructure
systems identified in the Public Health, Security, and
Bioterrorism Preparedness and Response Act [4], is particularly vulnerable to a variety of attacks, including contamination with deadly agents through intentional or accidental
hazards. Contamination of water supply can have acute
consequences for public health and impact economic vitality [5]. To protect consumers in a network, water security
measures should include an on-line, real-time contaminant
warning system of sensors to quickly identify any degradation in water quality. Efficient placement of sensors is
needed to collect information for responding to a threat
by identifying the location and timing of the contaminant
intrusion [6] and developing strategies for opening hydrants
to flush a contaminant [7]. An extensive set of studies have
been conducted to develop and apply optimization-based
methodologies for placing sensors in a water distribution
network [8] [9].
To address the challenges that water infrastructure faces,
following the events of 9/11 in the US, an online contaminant monitoring system was deemed of paramount
importance. As consequence, the Battle of the Water Sensor
Networks (BWSN) design competition was undertaken.
In a BWSN project [10], the authors aim to detect the
contamination in the water distribution network with the
help of a few static sensors. Such systems have been
preliminarily tested through deployment in municipalities
and laboratory settings for detecting leaks and breaks in
pipe networks [11] [12]. SmartBall [13] is a technology developed by Pure Technologies to detect leaks in pipes. They
insert and extract sensors in water and sewage pipelines
and detect leaks using acoustic signals. Since such in-pipe
systems are already in place, it is safe to assume that use
of in-pipe sensors is a viable option for monitoring and
their insertion and collection from pipes is possible and
acceptable by utility companies.
Due to the costs of placing and maintaining sensor
networks, the sensor placement problem has been traditionally solved for a limited number of sensors that often
cannot provide adequate coverage of a realistic network. In

Fig. 1. An acyclic flow network example - a water distribution system,
encompassing water storage (e.g., reservoir and water towers), and water
distribution (i.e., a network of underground pipes).

addition, existing sensor technology limits the locations for
placing sensors, owing to a small number of points in an
underground network that are both accessible and located
near a power source. Recent research has investigated
placement of wireless networks to enable a new approach
for monitoring water distribution systems through low-cost
autonomous, intelligent sensors. A mobile sensor network,
because it deploys inexpensive sensors, is comparable in
cost to an immobile sensor-based solution. In addition,
mobile sensors have the potential to more accurately detect
events. Since mobile sensors can move very close to the
contamination, the accuracy of detecting events is higher
than sampling dilute contaminant with static sensors downstream. With further work in this research area, we envision
a solution wherein sensors inserted in the pipes remain in
the pipes continuously monitoring the system and reporting
events through wireless communication. Such a system will
be both cost effective and efficient.
III. P RELIMINARIES AND P ROBLEM F ORMULATION
In a water distribution system, we are interested in
identifying the point(s) in the system where an attack, e.g.,
chemical contamination, might be taking place. To achieve
accurate and cost effective discovery of the contamination
point, we propose to deploy sensors (i.e., chemical sensors
in our scenario) in the water distribution system.
Mobile sensors can provide improved coverage of pipes
at a lower cost to municipalities. An advantage of using
in-pipe sensors as compared to static sensors is that it can
detect events at a very close range. Moreover, these sensors
flow along with the flow in the network. So, the data from
the sensor can be collected more effectively than static
sensors when a chemical contaminant flows through the
pipes. When few static sensors are used, the sensors will
have to be placed at the point where the contaminant has
highest concentration to get similar results.
Due to unavailability of GPS underground, a deployed
sensor can only infer its position from its proximity to
points with known locations, such as beacons. In this
article, we assume the availability of inexpensive sensors,
equipped with simple sensing modalities and with no communication capabilities. Simple sensing modality means
that the sensor is capable of detecting contamination in
large concentrations only, i.e., typically around the point
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TABLE I
L IST OF S YMBOLS USED THROUGHOUT THE ARTICLE .
Symbol
F
V
E
Bi
SPi
P Si
I
Dc
Pd
Suspects List
E
V
S
ω
pi
M
T

l
νi
N
G
S

vi .ϕ
BT
BI
∆

Definition
Acyclic Flow Network
The set of vertices in F
The set of edges in F
Beacon at vertex vi
Sensed Path
Path synopsis
Zone of Interest
Degree of Coverage
Event Localization Accuracy
List of suspected edges
The set of elements used as input for the weighted
set cover problem.
The set of subsets of E used as input for the
weighted set cover problem.
A subset of V, such that the union of elements of
S is E.
The total weight of S.
Edge chances: the probability that a sensor flows
through edge ei .
Transition Matrix: the matrix composed of the
edge chances of each edge.
Traversal Probability Matrix: the matrix composed of the probability of traversing through each
edge.
The number of traversals considered in the computation of T from M
Number of inserted sensors that traverse edge ei .
Sensor Requirement Matrix: the matrix containing
number of sensors to insert in each vertex to reach
the vertices of the graph.
Goodness Matrix: the matrix used to select insertion points.
Set of insertion points for sensors and the corresponding number of sensors at each insertion
point.
Potential: the number of edges that can be localized when vi is reached from any source.
Beacon Table: the table that contains details of
edges between any two beacons.
Badness: Badness metric of Zone of Interest I
Difference in flows: The difference in flows between two identical networks.

of contamination. The lack of communication capabilities
means that sensors do not collaborate. In this article, for
deriving optimal event localization algorithms, we consider
time-invariant acyclic flow networks, in which flows do
not change over time. When a sensor is at a junction, the
next edge it goes through is dependent on the flows in the
outgoing edges.
In the remaining part of this section we formally define
terms pertaining to acyclic flow networks and formulate
the optimal event detection and optimal event localization
problems. Table I contains all the symbols used in this
article.
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as a real function F : V × V → R with the following
properties:
• F(u, v) ≤ c(u, v), where c(u, v) is a constant. This
means that the flow on an edge, cannot exceed its
capacity.
∑
∑
•
w∈V F(u, w) =
w∈V F(w, u)∀u ∈ V , unless
u ∈ S or w ∈ D, which means that the net flow
of a vertex is 0, except for source and sink vertices.
It is important to remark here that, for some acyclic flow
networks, like water distribution systems, precise real time
knowledge about flows in the network (i.e., flow direction
and magnitude) might be difficult to obtain.
Definition 2: A Beacon (Bi ) is a component which
periodically broadcasts its location. A beacon is placed at
a vertex vj ∈ V .
Definition 3: A Sensed Path (SPi ) is a set {ej | ej ∈ E}
of edges through which a sensor ni traveled and sensed
events and proximity to beacons.
Definition 4: An Insertion Point (or Source) is a vertex
si ∈ V at which sensors are introduced into the flow
network.
Definition 5: A Path Synopsis (P Si ) for a sensor ni is
an ordered list of events and beacons encountered by the
sensor along its Sensed Path SPi .
Definition 6: A Zone of Interest (I) is a subset of edges
in graph G(V, E), i.e., I j E, which we are interested in
monitoring. A given F can have multiple Zones of Interest.
A typical zone of interest in a water distribution can be
an area from which complaints are received. All edges in
graph G(V, E) can also be considered a Zone of Interest.
Definition 7: The Degree of Coverage (Dc ) is a threshold probability, such that, each edge of I is sensed/traversed
by any sensor, with at least Dc probability. More precisely,
0 ≤ Dc ≤ 1, and ∀ei ∈ I, probability of covering/traversing ei is ≥ Dc .
Definition 8: The Probability of Detection / Event Localization Accuracy (Pd ) is the probability of finding an event
(or the accuracy of event localization) in Zone of Interest
P +T N
I. Formally, Pd = T P +TTN
+F P +F N , where T P , T N , F P
and F N are true positives (i.e., an event existed and the
algorithm detected it), true negatives (i.e., an event did not
exist and the algorithm correctly indicated a non-existence),
false positives (i.e., an event did not exist, but the algorithm
detected one) and false negatives (i.e., an event existed and
the algorithm failed to detect it), respectively.
Definition 9: A Suspects List is the list of edges {ei |
ei ∈ E} where an event of interest was detected by a sensor
(i.e., recorded in its Path Synopsis).
B. Formulations of Problems

A. Definitions
We consider a directed acyclic graph G(V, E) in which
every edge (u, v) ∈ E has a non-negative, real-valued
capacity denoted by c(u, v), and two sets of vertices: S =
{s1 , s2 , ..., sk } a set of sources, and D = {d1 , d2 , ..., dk } a
set of sinks, where S, D ⊂ V .
Definition 1: An Acyclic Flow Network, F, is defined

Given the above definitions, an acyclic flow network
poses two interesting problems. The first one is the “Optimal Event Detection Problem” (i.e., detecting the existence
of an event in a Zone of Interest) using the least resources
possible. This problem is a binary decision, i.e., an event is
present or not. The second problem is the “Optimal Event
Localization Problem” (i.e., detecting the location of an
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Fig. 2. Graphical representation of an acyclic flow network involving
vertices/junctions, edges/pipes, and defined elements for the event detection problem: a Zone of Interest I, beacons Bi and an event X along
edge (v5 , v4 ).

event) using the least resources possible. From here on
we will refer to “Event Detection” as “Sensing Coverage”,
since detecting an event requires sensing coverage. The two
aforementioned problems are formally defined as follows:
Optimal Event Detection (Sensing Coverage) Problem
(SCP): Given an acyclic flow network F, a Zone of
Interest I in F, and degree of coverage Dc , find the set
S = {(si , qi ) | si ∈ V ∧ qi ∈ N} of insertion points
si (sources) where sensors need to be deployed, and the
number qi of sensors to be deployed at si , such that their
sensed paths cover each edge of I with
∑|S|a probability ≥ Dc
and the number of sensors inserted, i=1 qi , is minimized.
Optimal Event Localization Problem: Given an acyclic
flow network F, a Zone of Interest I in F, with required
accuracy of localizing an event Pd , compute the minimum
number of beacons that need to be deployed in F, and
their deployment locations (i.e., vertices in V ) such that
the probability of localizing an event
∑|S| is Pd . An event X
is localized using {P Si | i ≤
i=1 qi } (a set of path
synopses) for all sensors deployed in the F by identifying a
set of edges where the event could be present (i.e. Suspects
List).
It is important to build the intuition that Dc determines
the number of sensors to be inserted in the flow network
(i.e., sensing coverage for event detection), whereas Pd
determines the number of beacons to be deployed (event
localization accuracy). When Pd is high most vertices in
the flow network will have beacons. So, even if the sensing
coverage of Zone of Interest is small, if an event is detected
it is localized more accurately when Pd is high (note that
if Pd is high and Dc is low, there is a chance that an
event might not be detected). Typically, accurate event
localization requires sensing coverage, because an event
can be localized only if it is detected. In systems where
it is sufficient to know that an event occurred, Pd can even
be 0, which means no beacons are required.
Example 1: For clarity of presentation, we illustrate the
aforementioned concepts with an example, depicted in
Figure 2. In the shown acyclic flow network, the Zone of
Interest I consists of 6 edges, (v1 , v2 ), (v1 , v5 ), (v8 , v5 ),
(v5 , v4 ), (v7 , v4 ) and (v8 , v7 ) (i.e., this is the area where
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events of interest might occur), and the Degree of Coverage
is Dc , i.e., each edge of I must be sensed/traversed with at
least Dc . Five beacons (B1 , B2 , B3 , B4 and B5 ) are deployed to ensure a certain Pd , and a number of sensors are
deployed at the Insertion Point vertex v6 . A sensor ni might
travel along edges (v6 , v1 ), (v1 , v5 ), (v5 , v4 ) and (v4 , v3 )
(i.e., a Sensed Path SPi ). Consequently, the Path Synopsis
for sensor ni is P Si = {B1 , B4 , X, B3 , B2 }. A solution
for event localization is a set of edges, i.e., Suspects List,
where the event might be present, i.e., {(v1 , v5 ), (v5 , v4 )}.
IV. S ENSOR P LACEMENT FOR O PTIMAL S ENSING
C OVERAGE
We first show that SCP reduces to the Weighted Set
Cover (WSC) problem, a known NP-Hard problem.
Theorem 1: SCP is NP-Hard.
Proof: Take an instance of the WSC problem
(E, V, S, w) where:
E = {ei | i = 1, 2, . . . , n}
V = {Vj | j = 1, 2, . . . , m; Vj ⊆ E};
∪

S⊂V|

m
∪

Vj = E

j=1

Vj = E

Vj ∈S

ω:V→R
∑
W =
ωj
Vj ∈S

where E is a set of n elements, V is a set of m subsets of E
covering all elements of E, S is a subset of V that contains
all elements of E. Each subset Vj has a weight ωj . S is
constructed such that E can be covered with cost W .
We construct f : WSC → SCP
V = {wj | j = 1, 2, . . . , m} ∪ {ui | i = 1, 2, . . . , n}
∪ {vi | i = 1, 2, . . . , n}
E = E1 ∪ E2 where
E1 = {(wj , ui ) | ei ∈ Vj ; j = 1, 2, . . . , m; i = 1, 2, . . . , n}
E2 = {(ui , vi ) | i = 1, 2, . . . , n}
I = E2 ; Dc = 1
F(ui , vi ) = 1 | i = 1, 2, . . . , n if ∃(wj , ui ) | j = 1, 2, . . . , m
F(ui , vi ) = 0 otherwise.
F(wj , ui ) = 1 | i = 1, 2, . . . , n if ui ̸= first element inVi
1
| i = 1, 2, . . . , n if ui = first element in Vi
F(wj , ui ) =
ωj
where V , E, I, and Dc represent the vertices, edges, Zone
of Interest and degree of coverage of FSN, respectively.
F defines the flow in any edge. I should be covered with
W sensors. Here, the set of edges E can be divided into
two sets - E1 represents the mapping of E and V using
elements of the sets in V, and E2 represents the set of
elements E. The corresponding vertices are represented by
the three subsets of V with symbols u, v and w as shown
in the above construction.
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The flows in F are such that if ωj sensors are inserted
in wj , the edges in E1 starting at wj are covered, i.e.,
(wj , ui ) | ei ∈ Vj ; i = 1, 2, . . . , n. Any sensor that reaches
ui also covers the edge (ui , vi ) in E2 .
Note that V is constructed in O(m) time, E and I in
O(n + m) time, F in O(n + m) time and Dc in constant
time. Hence, this construction occurs in polynomial time.
Equivalence: S covers E with cost W ⇐⇒ ∀e ∈ I, e
is covered by W sensors with Dc probability in F.
⇒ Given S covers E with cost W . Since Dc = 1, all
edges in I need to be covered with 100% probability. The
number of sensors to be inserted in wj , j = 1, 2 . . . m
such that all edges incident on it are covered is ωj |
j = 1, 2 . . . m. Any sensor that reaches ui will cover the
edge (ui , vi ). Since S covers E with cost W , selecting the
corresponding vertices in F covers all edges in I with 100%
probability. So, if S covers E with cost W , inserting W
sensors in the corresponding vertices in F, ∀e ∈ I, e is
covered by the W sensors with Dc probability in F.
⇐ Given all edges of I in F can be covered by W
sensors with Dc probability. By our definition of E, all
ui ’s are covered by at least one wj . Hence, any set of ui in
the set of insertion points can be replaced by an existing wj
without increasing the cost. Notice that using our definition
of E, each vertex wj can be used to uniquely identify Vj ∈
V. Further, each wj covers a set of edges in I and each
corresponding Vj covers a set of elements in E. So, the sets
corresponding to the insertion points ensure that V covers
E with cost W .
In the remaining part of this section we present a
heuristic solution for SCP.
A. Sensing Coverage Algorithm
The algorithm we propose for solving SCP, the optimal
sensing coverage problem, is depicted in Algorithm 1 and
consists of three main steps: in the first step we derive the
number of sensors that must be deployed at each vertex,
such that edges in the Zone of Interest are covered (this
step is reflected in Lines 1-8); in the second step we derive
the minimum number of sensors required to ensure Dc
coverage of Zone of Interest (this step is reflected in Lines
9-15); in the third step we obtain the best insertion points
for the mobile sensors (this step is reflected in Lines 1627)). These steps are described in detail below.
Derive Probability of Sensor Reaching Zone I (Step
1) In order to ensure sensing coverage we first derive
the probability that a sensor deployed in an acyclic flow
network F will reach a Zone of Interest. Consider a F
with one source v1 and the remaining |V | − 1 sinks and
|v| − 1 edges. For a given edge i in this F, the probability
of a sensor inserted in v1 traversing through i is pi = Tffi ,
where fi is the network flow in edge i and Tf is the total
outgoing flow at the source.
In a multiple source F, where we allow sensors to be
inserted at any vertex, we derive pi using a matrix M, that
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Algorithm 1 Sensing Coverage
Input: Dc , F
1: for each ei ∈ E do
2:
for each ej ∈ E do
3:
Mij = prob(ei , ej )
4:
end for
5: end for
6: while Mk ̸= 0 do
7:
T+ = Mk ; k + +
8: end while
9: for each ei ∈ E do
10:
for each ej ∈ E do
11:
i′ = ei .terminal vertex;
12:
j ′ = ej .terminal vertex
ln(1−Dc )
13:
Ni′ j ′ = ln(1−T
+1
ij )
14:
end for
15: end for
16: for each vi ∈ V do
17:
for each vj ∈ V do
18:
if vj ∈ C then
N
19:
Gij = mij
ij
20:
end if
21:
end for
22: end for
23: while Edges in I are not covered do
24:
Gij = min(G)
25:
S+ = {vi , Nij }
26:
Update G for covered edges
27: end while

describes the edge to edge transitions as follows:


0
e12
... e1(|E|+r)

e21
0
... e2(|E|+r) 

M=


...
...
...
...
e(|E|+r)1 e(|E|+r)2 ...
0
where eij is the probability that a sensor currently in edge
i will be in edge j after passing through its terminal vertex
and r is the number of source vertices in the flow network
(to account for sensor insertion into the flow network, we
add one fictitious edge to each source vertex). The rows
of M represent the current edge and the columns of M
represent the next edge. Every eij is calculated similar to
the single source scenario. In Lines 1-5 of Algorithm 1,
this matrix is constructed. The prob function in Line 3
calculates the probability that a sensor currently in edge i
will be in edge j after passing through its terminal vertex.
The probabilities that a sensor inserted in F will traverse
a particular edge are computed in the form of a “traversal
probability matrix” T, as follows:
T=

l
∑

Mk , such that Ml = 0|E|+r,|E|+r

(1)

k=1

where 0|E|+r,|E|+r is the zero matrix of size |E| + r, |E| +
r. In T, as defined in Equation 1, tij is the probability
that a sensor inserted into edge i will traverse edge j of
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F. Because F is acyclic, to compute the probability that
a sensor inserted traverses a particular edge, we need to
consider a large enough l such that Ml is a zero matrix
(i.e., all sensors have reached sink vertices). Lines 6 - 8 of
Algorithm 1 construct the matrix T using M.
Derive Number of Sensors Required for Dc (Step 2)
To determine νi - the number of sensors needed to
achieve at least Dc probability of coverage of edge ei , we
first define a random variable X for the number of sensors
that pass through edge ei . X can be compared to a yes/no
experiment. When ns sensors are inserted, the movement of
each sensor is an independent event. Therefore, we can say
that X will follow a binomial distribution b(ns , p), where
p is the probability that a sensor will go through that edge
and ns is the number of sensors inserted. The probability
that exactly x sensors go through the edge is described by
the probability mass function:
(
f (x) =

)
ns x
p (1 − p)ns −x , x = 0, 1, . . . , ns
x

(2)

Movement of these sensors is probabilistic. The probability that no sensor goes through an edge is given by
(1 − p)ns . When p is small and few sensors are inserted,
the probability of leaving an edge uncovered is high. So
wherever we have small p at a junction, to ensure Dc , a
large number of nodes need to be inserted.
Let’s define an event A when at least one sensor passes
through an edge ei . We aim to determine νi such that
P (A) ≥ Dc . Note that P (A) = 1 − P (A′ ), where A′
is the complement of A, making P (A′ ) the probability that
no sensor will traverse the edge ei . Using Equation (2) we
obtain:
P (A) = 1 − P (A′ ) = 1 − (1 − pi )νi ≥ Dc
From Equation (3), νi can be obtained as:
⌈
⌉
ln(1 − Dc )
νi ≥
ln(1 − pi )

(3)

(4)

When the probability pi of reaching an edge is known
we can then calculate the number of sensors that need to
be inserted to reach a desired detection threshold Dc . If
pi ≥ Dc then one sensor is sufficient for detection. When
pi < Dc then a larger number of sensors need to be inserted
to reach the detection threshold.
Using Equation (4) the traversal probability matrix T is
converted to a “sensor requirement matrix” N, in which
each element ni′ j ′ is the number of sensors to be inserted
into the ith edge’s terminal vertex vi′ to reach jth edge’s
terminal vertex vj ′ with probability Dc . Formally, N is
defined as:


n11
...
n1|V |

nij
...
N =  ...
n|V |1 ... n|V ||V |
⌉
⌈
c)
′
where ni′ j ′ = max(ni′ j ′ , ln(1−D
ln(1−tij ) ) where vi is the
′
terminal vertex of ei and vj is the terminal vertex of ej .
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All elements of N are initialized to 0. Wherever an element
of T is 0 (i.e., the destination edge is not reachable from
the insertion edge), a 0 is also present at the corresponding
vertex in N, as a marker for unreachability (i.e., if tij is
0, then ni′ j ′ is 0, where vi′ is the terminal vertex of edge
ei and vj ′ is the terminal vertex of edge ej ). Similarly,
when tij = 1, ni′ j ′ is also 1. tij = 1 means that all sensors
in edge ei will reach edge ej with 100% probability and
hence, insertion of 1 sensor is sufficient in vertex vi′ to
reach vertex vj ′ . So, technically we can use a different Dc
for some edges. This may be useful in cases where detection
in some edges is much more important than others. Lines
9-15 of Algorithm 1 construct N using T and Equation 4.
To obtain a solution for our sensing coverage problem we
must select a set of “good” insertion points from the matrix
N that cover our Zone of Interest in the flow network.
Insertion Point Selection Heuristic (Step 3)
Since our problem is NP-hard, we define a “goodness”
matrix G to select insertion points. The goodness matrix G
is defined as:
Nij
Gij =
(5)
mij
where mij is the number of edges between vi and vj on
all paths between vi and vj . In Figure 2, between v8 and
v4 , there are 4 edges from two paths - (v8 , v5 ), (v5 , v4 ) and
(v8 , v7 ), (v7 , v4 ). The goodness matrix is constructed using
the goodness metric in Lines 16-22 of Algorithm 1.
At each step, the smallest Gij represents the vertex where
the average number of sensors to be inserted for covering
an edge between vi and vj , is minimized. The element in
the Nij -th row of N is the number of sensors to be inserted
at vi . The smallest value of Gij is chosen from G in Line
24. In Line 25, that vertex is added to S, where si is the
vertex vi , and qi is element Nij of N. Finally, vertices
covered by vi are removed from N in lines 26. The process
of selecting vertices is repeated until a coverage threshold
is met or until N = 0, which indicates that all remaining
vertices are unreachable.
When the algorithm terminates, it produces a set of
vertices, each with an associated number of sensors to
be inserted into the flow network, that meet the sensing
coverage requirement Dc .
Algorithm Complexity: This greedy heuristic is an approximation to the optimal solution for sensor placement in F.
Our heuristic uses the same technique to approximate the
Weighted Set Cover (WSC) problem. The approximation
ratio for WSC heuristic was proved to be ln |V | [14].
Since flows in all edges are assumed to be known, Line
3 takes O(1) time. Lines 1-5 take O(|E|2 ) time. Time
complexity of calculating Mi ×M to get Mi+1 is O(|E|3 ).
So, Lines 6-8 take O(|E|3 p) time. Construction of N
using T and solving for Equation 4, take O(|E|2 ) time.
The goodness vector is constructed using the goodness
metric in time O(|V |). Choosing the vertices in Lines 1622 takes O(|V |2 ). Consequently, the time complexity of
the our Sensing Coverage Algorithm is O(|E|3 p), which
asymptotically is O(|E|3 ).
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Fig. 3. Graph for Example 2 and 3, depicting vertexes and edges of a
small acyclic flow network.

Example 2: For clarity of presentation we exemplify how
our algorithm works in the flow network shown in Figure 3,
for which we require Dc =0.75. In this example, the flow
in edges e2 and e3 are equal. Edge e1 is a virtual edge to
account for the incoming flow into the network (i.e. source).
p2 and p3 for e2 and e3 are both 0.5. p4 for e4 is 1. M is
populated using p2 , p3 , p4 . T is derived as M + M2 , since
M3 = 0. In the derivation of N from T, n23 = ln(1−0.75)
ln(1−t12 )
(
)
ln(1−0.75)
= 2, n24 = max ln(1−0.75)
,
=
2
and
n34 =
ln(1−t13 )
ln(1−t14 )
1, because t24 = 1. For this example, the edge transition
matrix M, the traversal probability matrix T (i.e., derived
from Equation 1), the sensor requirement matrix N (i.e.,
using Equation 4 with Dc =0.75), and the goodness matrix
G (i.e., derived from Equation 5) are:

0 0.5
0 0
M=
0 0
0 0

0 0
0 0
N=
0 0
0 0

0.5
0
0
0
0
2
0
0



0
0
0
1
; T = 
0
0
0
0


0
0
0
2
; G = 
0
1
0
0

0.5
0
0
0
0
0
0
0

0
2
0
0


0.5 0.5
0
1
;
0
0
0
0

0
0.67
.
1 
0

Now, the smallest element in G is G2,4 . Vertex v2 is
chosen as the insertion point. The corresponding element
in N, N2,4 is 2. Hence 2 sensors are inserted at vertex v2 .
All edges reachable from v2 to v4 are removed from N.
This reduces the matrix to a zero matrix. Hence, we obtain
S = {v2 , 2}. Since e1 was a virtual edge, we eliminate
it. All edges of I are covered with at least Dc (75%)
probability.
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Algorithm 2 Beacon Placement
Input: Pd , G(V, E),
1: Q ← V.sources
2: V.sources.place bcn
3: τ ← (1 − Pd )|E|
4: while Q ̸= Φ do
5:
vi ← deque(Q); no bcns ← Φ
6:
for each pj ∈ vi .parents do
7:
if ¬ pj .completed then
8:
Q.insert(pj )
9:
end if
10:
if ¬ pj .has bcn then
11:
no bcns.add(pj )
12:
end if
13:
end for
14:
while vi .ϕ < τ ∧ no bcns ̸= Φ do
15:
pj ← no bcns.GET M AX
16:
pj .place bcn
17:
vi .ϕ ← vi .ϕ − pj .ϕ − 1
18:
end while
19:
if vi .ϕ > τ then
20:
vi .has bcn ← true
21:
end if
22:
for each vj ∈ vi .children do
23:
vj .ϕ ← vj .ϕ + vi .ϕ + 1
24:
if ¬vj .queued then
25:
Q.enque(vj )
26:
end if
27:
end for
28:
vi .completed ← true
29: end while

for all sensors deployed in the F, localize an event X,
detected by sensors, by identifying a set of edges (i.e.,
Suspects List), where the event might be present.
In the remaining part of this section, we present our
algorithms for solving the Optimal Event Localization
problem.
A. Optimal Beacon Placement Algorithm

V. B EACON P LACEMENT FOR O PTIMAL E VENT
L OCALIZATION
Our solution for the problem of Optimal Event Localization in acyclic flow networks consists of two steps: in the
first step we seek an optimal placement of beacons (i.e.,
reduce the number of beacons), so that probability of event
detection Pd is met; in the second step, using the path
synopsis collected from sensors, we identify the location
of an event. More formally, these steps are described as
follows: i) Beacon Placement Algorithm: Given F - an
acyclic flow network and Pd - the required probability
of event detection, find the set B = {bi | bi ∈ V }
of vertices where beacons are to be placed such that the
probability of localizing an event is greater than Pd ; ii)
Event Localization Algorithm:
∑|S| Given F - an acyclic flow
network and {P Si | i ≤ i=1 qi } - a set of path synopses

The Beacon Placement algorithm is presented in Algorithm 2. This algorithm optimizes the placement of beacons
in the network, so that the event localization algorithm can
achieve a Pd accuracy. Consider the graph G(V, E). Let
Grev (V, E ′ ) where V of G and Grev are the same and
∀ (u, v) ∈ E (v, u) ∈ E ′ and ∀ (u, v) ∈ E ′ , (v, u) ∈ E
where u, v ∈ V . The algorithm uses an approach similar to
Breadth First Search on a directed acyclic graph G(V, E).
In Line 1, a vertex queue Q is initialized with sources of
F. In Line 2, a beacon is placed in all sources of F.
Every vertex has a potential ϕ, where ϕ for a
vertex vi is max(|P athij |), where P athij is the set
of paths from vi to a beacon Bj in Grev , such that
each path contains at most one beacon. For example,
in Fig 2, v3 .ϕ = 0, since beacon B2 is placed at
v3 . If there was no beacon at v3 , then v3 .ϕ would be
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max(|{(v3 , v4 )}| , |{(v3 , v7 ), (v7 , v8 )}| , |{(v3 , v2 ), (v2 , v1 )}|) Algorithm 3 Event Localization
= 2. If vj is a parent of a vertex vi in G, then intuitively Input: P S, N , G(V, E)
1: Suspects List ← E.
vi .ϕ > vj .ϕ unless vi has a beacon. Hence, we can
2: BT ← initialize Beacon Table
iteratively obtain ϕ for a vertex, using ϕ of its parents.
3: for each ni ∈ N do
When a beacon is placed at vj , vi ’s potential will decrease.
4:
for each p ∈ P Si do
At the end of beacon placement, every vertex should have
5:
if p ̸= X then
a potential less than a threshold to ensure accuracy of
6:
if BT [p][p.next].path = 1 then
event localization. A threshold τ for ϕ is derived from Pd
7:
for each ej ∈ BT [p][p.next] do
in Line 3.
8:
Suspects List.remove(ej );
Lines 4-29 iterate over the vertices of a graph using
9:
end for
Breadth First Search (BFS). If the parent of a vertex vi
end if
was not iterated over, the vertex is added back to the queue, 10:
else
with a priority, in Line 8. This is because we cannot make 11:
BT [p][p.next].event
an informed decision about beacon placement in vi without 12:
end if
knowing the potential value vi .ϕ. We maintain a heap for 13:
the parents of vi that do not have beacons, with key as 14: end for
pj .ϕ, in Line 11. Once we check all parents of vi , we are 15: end for
sure that the potential of vi is correctly computed. Now 16: for each bi ∈ BT do
we start placing beacons at the parent vertices of vi until 17: if bi .event = f alse then
for each ej ∈ bi do
the potential of vi decreases below τ . The selection of the 18:
19:
Suspects List.remove(ej );
parents is done greedily, so that as few parents as possible
20:
end
for
have beacons. This is done in Lines 14-18. If vi .ϕ is still
21:
else
greater than τ , a beacon is placed at vi . Lines 22-27 add the
bi .event
children of vi to the queue, similar to Breadth First Search. 22:
23:
end
if
Once a vertex is iterated over, it is marked as completed in
24:
end
for
Line 28. Since we consider directed acyclic graphs, Line 8
will not introduce an infinite loop.
Example 3 Consider the graph shown in Figure 3. At each
run, the ϕ for one edge is updated in a breadth first search
order. For Pd = 0.5, the threshold τ is 2 edges. ϕ will be
updated and beacons will be chosen as shown below. At
first a beacon is placed in v1 and Q = {v1 }.
1) v1 .ϕ = 0 v2 .ϕ = v3 .ϕ = v4 .ϕ = ∞. Now Q = {v2 }
2) v1 .ϕ = 0 v2 .ϕ = 1 v3 .ϕ = v4 .ϕ = ∞. Now Q =
{v4 , v3 } and v4 is dequeued. In line 7, it becomes
evident that v3 ∈ v4 .parents is not completed. So,
now Q = {v3 , v4 } and v3 is dequeued.
3) v1 .ϕ = 0 v2 .ϕ = 1 v3 .ϕ = 2 v4 .ϕ = ∞. Now v4 is
dequeued.
4) v1 .ϕ = 0 v2 .ϕ = 1 v3 .ϕ = 2 v4 .ϕ = 4. v4 .ϕ is
greater than τ . So, parents of v4 are selected greedily.
A beacon is placed in v3 . Now, ϕ for each vertex
becomes:
5) v1 .ϕ = 0 v2 .ϕ = 1 v3 .ϕ = 0 v4 .ϕ = 2. Now, Q = Φ.
Algorithm terminates. We can now see that no vertex
has ϕ greater than τ .
This algorithm provides an optimal solution to the Beacon Placement problem for directed acyclic graphs, since
we ensure optimal result for each subgraph of G. The time
complexity of this algorithm depends on the number of
times a vertex is added back in the queue and the number
of parents a vertex has. Adding and removing parents from
heap takes O(lg n) time, n being number of parents. A
vertex can be added back to the queue at most O(V )
times. There is no cyclic dependency because the graph
is directed and acyclic. The number of parents of a vertex
is also O(V ). So, the time complexity of the algorithm is

O(V 3 (lg V )).
B. Event Localization Algorithm
The algorithm for Event Localization is presented in
Algorithm 3. In Line 1, we initialize Suspects List (i.e.,
edges where an event might be present) to contain all edges
in the network. We follow an elimination method to localize
events to as few edges as possible. In Line 2, we initialize
a Beacons Table (BT ). Each entry in the BT contains,
for each pair of beacons, the number of paths and the list
of edges between them, and an indication of whether an
event is present or not between them. The number of paths
and list of edges between each pair of beacons is obtained
from the graph. The event indicator is initialized to f alse.
Next, in Lines 3-15, we iterate over all sensors to analyze
their path synopses. For each entry in the path synopsis p
of a sensor ni , Line 5 checks if no event was detected.
If no event is detected between two beacons and there is
only one path between them, then the edges in that path
definitely do not have an event. Hence, Line 8 eliminates
such edges from Suspects List. If an event is found in the
path synopsis, we mark an event in the corresponding BT
entry, in Line 12.
Upon iterating over all path synopses obtained from all
sensors, the BT entries will reflect whether or not an
event was detected on a path between pairs of beacons.
Consequently, in Lines 16-24 we iterate over the entries in
BT . An entry in the BT will be marked for an event only if
one of the sensors detected an event between the beacons
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for that entry. If the entry in BT is not marked with an
event, Line 19 removes edges between those beacons from
Suspects List. At the end of the iteration, we will be left
with the smallest possible Suspects List, i.e., the highest
event localization accuracy.
The time complexity of this algorithm depends on the
number of sensors, the number of beacons in each path synopsis and the number of edges between any two beacons.
The number of edges between any two beacons is O(E).
Number of sensors is O(V ) and number of Beacons in the
Path Synopsis is also O(V ). So, the worst case time of the
algorithm is O(V 2 E).
Example 4: Consider again the flow network in Figure 2.
Between source v6 and sink v3 , there are 6 possible paths.
When sensing coverage is ensured, sensors are inserted in
such a way that all these paths are covered. Without loss
of generality (since we solve here the event localization
problem), we can assume that all sensors were inserted
in the source. Let there be an event in edge (v5 , v4 ). The
sensed paths SPi of the sensors (and their path synopsis
P Si ) are:
SP1 = {v6 , v1 , v2 , v3 } with P S1 = {B1 , B4 , B2 };
SP2 = {v6 , v1 , v5 , v4 , v3 } with P S2 =
= {B1 , B4 , X, B3 , B2 };
SP3 = {v6 , v5 , v4 , v3 } with P S3 = {B1 , X, B3 , B2 };
SP4 = {v6 , v8 , v5 , v4 , v3 } with P S4 =
= {B1 , B5 , X, B3 , B2 };
SP5 = {v6 , v8 , v7 , v4 , v3 } with P S5 = {B1 , B5 , B3 , B2 };
SP6 = {v6 , v8 , v7 , v3 } with P S6 = {B1 , B5 , B2 }.
In the first part of the algorithm, the following edges
are removed: (v6 , v1 ), (v1 , v2 ), (v2 , v3 ), (v6 , v8 ), (v8 , v7 ),
(v4 , v3 ), (v7 , v4 ), (v7 , v3 ). Next, we use BT entries, but
we cannot remove more edges. So finally, in the Suspects
List, we have (v1 , v5 ), (v8 , v5 ), (v5 , v4 ), (v6 , v5 ).
We remark here that if we know that there was only
one event in the network, we can localize the event more
precisely by taking only the common edges from the BT
entries that have events. In the above example, we can
reduce Suspects List to (v5 , v4 ), thereby achieving 100%
success.
VI. F LOW E STIMATION
Up until this point, we assumed that flows in the network
edges are known. In the real world (i.e., a real water distribution system), due to the usage/flow dynamics, the flows
(i.e., directions and magnitude) are not known precisely.
In this section we present a solution which relaxes our
assumption about known flows in F.
We propose a solution in which an estimate of flow is
initially derived, based on knowledge about the network
flow topology and average usage patterns (e.g., a household
average water usage, utility providers have access to). Then,
the actual flows in the network are learned, based on events
and encountered beacons, reported by sensors.
Based on the monthly bills of users, an average demand
is available. Using these values, estimates of flows are
generated. Mathematically, the problem can be defined
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Algorithm 4 Flow Learning
Input: Gest (V, E)
1: B = beacons placed according to Algorithm 2 on G.
2: N = sensors placed according to Algorithm 1 Lines
9-27 on G.
3: P S ← Collected path synopses.
4: BT ← initialize Beacon Table
5: unseen ← BT
6: for each ni ∈ N do
7:
for each p ∈ P Si do
8:
Remove BT [p][p.next] from unseen
9:
if edges(BT [p][p.next]) = 0 then
10:
f lows to change += BT [p][p.next]
11:
end if
12:
end for
13: end for
14: for each bp in BP do
15:
if bp ∈ f lows to change then
16:
Reverse flows on bp.edges
17:
end if
18:
if bp ∈ unseen then
19:
Reduce edge chances on bp.edges
20:
end if
21: end for
22: Update Gest with the new flows.
23: Repeat from Line 1.

as: given G(V, E), D = {di | ∀vi ∈ V } (i.e., the
demand at each vertex of the network), and c(u, v)∀u ∈
V and v ∈ V (i.e., the capacities of all edges), derive
F(u, v)∀u ∈ V and v ∈ V , the flows in all edges. This
problem is precisely the computation of the maximum flow
in a network. To estimate these flows, each sink is replaced
by an edge. The demands at the end points set the flows
in those edges. We know the capacities of the edges in
the network. Hence a max-flow algorithm can be used to
compute the flows in all edges. To approximate the flows
in all edges based on the maximum flow in the network,
we use the Edmonds-Karp algorithm [15]. Considering
the example graph in Figure 3, let’s set the capacities of
all edges be 5 units. If the demand in v4 fixes the total
incoming flow to 8 units, the flow will be divided by the
Edmonds-Karp algorithm in v2 and v3 as 3 units and 5
units, respectively .
Initially, for solving the Sensing Coverage problem, Algorithm 1 uses the estimated flows, which may not provide
the expected results. The results, however, can be used to
learn the actual flows.
For solving the Event Localization problem (i.e., deriving
a beacon placement), however, we cannot rely on flow
directions in the estimated graph because it may not be
optimal (e.g., if the estimated flows are reversed in some
edges, when compared with actual flows). Instead, we consider both G(V, E) and Grev (V, E ′ ), where ∀ (u, v) ∈ E,
(v, u) ∈ E ′ and ∀ (u, v) ∈ E ′ , (v, u) ∈ E, where
u, v ∈ V . Since Algorithm 2 relies on the input graph G
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Fig. 4. A pictorial representation of FlowSim integrated with EPANET.
A Network/City model is used by both FlowSim and EPANET. Input and
output files are also depicted.

being directed, we run the algorithm with G and Grev as
inputs and the union of the beacons generated is used to
place beacons in G.
Since Algorithm 3 for Event Localization does not depend on direction or magnitude of flows, it is not affected
by knowledge about flows.
A. Flow Learning Through Sensor Reuse
So far, we have approximated the flow in each edge of
the graph. Next, we use information collected by sensors
to learn flows in the network. This step can be repeated
several times, i.e., through multiple deployments.
The key intuition for how we learn flows is as follows.
Let’s consider the graph undirected. Then, between any two
beacons, there is a fixed number of paths/edges that do
not include another beacon. Consequently, the direction of
some edges between the two beacons can be inferred by
the order in which the beacons are sensed by sensors. For
example a path synopsis B1 B2 suggests that B2 was sensed
after B1 . So, the directions of edges between B1 and B2 can
be inferred. When flows in the system do not change, after
several deployments, all flow directions can be inferred.
While flows are inferred, the insertion points, the number
of deployed sensors, and the placement of beacons (i.e.,
using Algorithms 1 and 2) can be decided using the new
inferred flows after each deployment.
The steps for learning the flows, are described in Algorithm 4. Lines 1-5 initialize the algorithm. Line 1 places
beacons and Line 2 places sensors in the estimated graph.
This deployment, when run on the actual network, outputs
the Path Synopses and the Beacon Table is initialized.
Lines 6-13 iterates over the information collected on all
sensors and records unseen beacon pairs and flows that are
reversed. Lines 14-21 then iterate over all possible beacon
pairs. Based on the information collected by Path Synopses,
the flows in the estimated graph are altered in line 22.
The same procedure is repeated as given by Line 23. The
flow learning algorithm will reduce the difference between
estimated flows and the actual flows in the pipes of the
network.
VII. P ERFORMANCE E VALUATION
To evaluate our algorithms, we have developed a simulator, FlowSim, as shown in Figure 4. FlowSim uses
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accurate simulation of sensors movement in a municipal
water system, by loading results from EPANET [16] - a
water distribution system simulator. We use EPANET as
the ground truth in our experiments, since it is the closest
to reality simulation can provide.
A “Network/City Model” contains the topology of the
graph, pattern of demands at the vertices of the network,
pipe dimensions etc. For the city model, we used Micropolis [17], a virtual network/city model. A map of
Micropolis is shown in Figure 5, with water storage areas, a
pumpstation and a flow network using interconnected water
pipes. Given a city network model, EPANET generates the
flows in edges and demands at vertices. It is important to
remark here that the flows generated by EPANET are not
necessarily as in a real world deployment. In an actual water
distribution system, the flows generated by EPANET can be
considered estimated flows. As shown in Figure 4, the “Network Model”, the “Edge Flows” and the “Vertex Demands”
are inputs to FlowSim. When the demand patterns are not
known, we used estimated demands based on monthly water
utility bills. These estimated demands can also be used as
inputs to FlowSim. FlowSim generates the optimal sensor
and beacon placements and simulates a deployment. Events
can be placed at edges in the network. Once the simulation
is complete, path synopses are collected. Using these path
synopses, the event detection algorithm is run. The outputs
of FlowSim are used to learn flows when estimated flows
are used.
The parameters we evaluate our algorithms against are: i)
Dc - the degree of coverage; ii) Pd - the accuracy of event
detection;√iii)
of the Zone of Interest, defined
∑thei badness
as BI =
(fx − fx )2 × 1000, where fx is the flow in
edge x of the Zone of Interest and fxi is the ideal flow
in that edge (i.e., the out-flows are equally divided at all
junctions. This is ideal since it requires the least number
of sensors for any Dc coverage requirement); and iv) ∆ the difference
√∑ between actual and estimatede flows, defined
as ∆ =
(fxe − fxr )2 × 1000, where fx is the flow in
edge x in the estimated graph and fxr is the flow in the real
network in the same edge x.
For our evaluation, we used three Zones of Interest
of different complexities, I1 , I2 and I3 , as depicted in
Figure 5. The values of BI and number of vertices and
edges for the three areas of interest are given in Table II.
Although I2 and I3 have approximately the same number of
vertices and edges, their badness is different. The intuition
behind the use of the badness metric is to indicate how hard
it is to cover a Zone of Interest. We note here that the size
of the network is not a good indicator for ease of coverage,
since a large Zone of Interest with even distribution of
flows is easier to cover than a smaller zone with uneven
distribution of flows. For example, I3 is harder to cover
than I2 , even though they have the same size, since I3 has
BI =40.5 and I2 has BI =35.5; but I1 is harder to cover than
I2 , even though I1 is smaller, since I1 has BI =51.5 and I2
has BI =35.5. Table II also shows Zf , the number of flows
with zero or negligible flow (i.e., leaf edges with low flow
demand). We do not include zero flows in a Zone of Interest
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Zone of Interest
# (Vertices, Edges)
BI
Zf
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TABLE II
Z ONES OF I NTEREST

AND SIZES OF THE

I1
(35, 44)
Actual
Estimated
51.5
35.2
14
8

Fig. 5. Micropolis [17] virtual city model, the area of interest for FlowSim
validation and the three zones of interest for our evaluation I1 , I2 and I3 .

I, primarily because their monitoring is not important for
large networks (e.g., their zero or close-to-zero flows can
have extremely limited effects on the large network).
The metrics for our performance evaluation are Sensing
Coverage, Event Localization Accuracy and Flow Learning
Accuracy. Since, to the best of our knowledge no other
solutions exist for our problems, we compare the performance of our algorithms with random algorithms, which
randomly choose insertion points (for Sensing Coverage)
and locations of beacons (for Beacon Placement and Event
Localization). For flow learning, we show that the difference in flows ∆ reduces with subsequent deployments.
More precise descriptions of algorithms we will use for
our evaluation, follow.
Algorithms for Sensing Coverage: The algorithms we
evaluate for Sensing Coverage are: i) Alg1-A, which executes Algorithm 1 if actual flows are known (i.e., obtained
from EPANET); ii) Alg1-E, which executes Algorithm 1
with flows being estimated; iii) Rnd1, which inserts a
given number of sensors randomly in the network; and
iv) Alg1-Rnd, which inserts the same number of sensors
as Alg1-E, plus the difference up to Alg1-A, randomly.
The number of sensors Rnd1 randomly inserts is derived
based on the following observation. For a given Zone of
Interest, Algorithm 1 generates the set S = {si , qi } using
∑|S|
Dc . As we have noted, as Dc increases, i=0 qi (i.e., the
total number of sensors deployed) increases as
well. For a
∑|S|
given Dc and a Zone of Interest, however, i=0 qi does
not change (assuming the flows do not change), and we can

I2
(65, 86)
Actual Estimated
35.5
39.8
7
52

I3
(70, 84)
Actual
Estimated
40.5
29.5
5
45

use it for a fair comparison between Rnd1 and Alg1-A/E
algorithms.
Algorithms for Event Localization Accuracy: The algorithms evaluated for Event Localization, for different values
of Dc , are: i) Alg2-A, which executes Algorithm 2 if actual
flows are known; ii) Alg2-E, which executes Algorithm 2
with flows being estimated; iii) Rnd2-A, which randomly
deploys a given number of beacons and sensors, if flow
information is known; and iv) Rnd2-E, which randomly
deploys a given number of beacons and sensors, with
flows being estimated. We note here that Dc influences the
coverage of the Zone of Interest, i.e., if the event is detected
or not. When the event is not detected, event localization
is not possible. Considering Definition 8, for e events and
s edges in Suspects List, the event localization accuracy
becomes e+|E|−s
. In Example 1, for a I with 6 edges,
|E|
Suspects List had 2 edges. Hence, the event localization
accuracy is 1+6−2
= 0.83.
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All our performance evaluation results are averages of
30 simulation runs with random seed values. Event Localization and Flow Learning were evaluated on I3 . This is
because I3 has a reasonable difference between the values
of BI for actual and estimated flows and the size of the
network is reasonably large.
A. FlowSim Validation
FlowSim was validated on simple networks for which the
exact behavior is known and results can be derived theoretically. The obtained results are within a 90% confidence
interval. We validated the sensing coverage algorithm by
considering a Zone of Interest (a darker vertical rectangle in
Figure 6). For a degree of coverage Dc = 0.6 of the Zone of
Interest, the sensing coverage algorithm produced IN1534,
IN1090, and VN826 as insertion points, shown in Figure 6.
The sensing coverage results obtained from FlowSim are
depicted in Figure 7. As shown, when the optimal number
of sensors (50 sensors in total: 20 at IN1534, 10 at IN1090
and 20 at VN826) is placed at the three insertion points,
we can achieve the desired sensing coverage. The achieved
sensing coverage is higher than the scenario when we
insert 100 sensors at the pumpstation, and higher than the
scenarios the same number of sensors (i.e., 50 sensors) are
all inserted at a single insertion point.
B. Impact of Dc on Sensing Coverage
In this set of simulations we investigate how our algorithm for ensuring Sensing Coverage is affected by Dc , and
how its performance compares with a random deployment
of sensors. Since Sensing Coverage does not depend on
events present, we do not consider Pd .
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Fig. 6. The Zone of Interest for FlowSim validation, with insertion points.
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The performance results for the three Zones of Interest
I1 , I2 and I3 are presented in Figure 8(a), Figure 8(b) and
Figure 8(c), respectively.
We remark here that in Figure 8 the X-axis corresponds
to the number of sensors inserted in the network and the Dc
for which this number of sensors was generated. For a Dc ,
the number of sensors generated by Alg1-A is different
from Alg1-E. Algorithm Rnd1 is executed for the same
number of sensors used by either Alg1-A or Alg1-E. Alg1Rnd is executed with the same number of sensors as Alg1A. Consequently, in Figure 8, each Alg1-E simulation is
accompanied by a Rnd1 simulation (2 adjacent vertical
bars), and each Alg1-A simulation is accompanied by a
Rnd1 and a Alg1-Rnd simulation (3 adjacent vertical bars).
The performance evaluation results in Figure 8(a) show
that when Dc = 0.6, the number of sensors obtained by
Alg1-E is 23 and the number of sensors obtained by Alg1A is 94. Rnd1 is executed with both these inputs, i.e., 23
and 94. Alg1-Rnd inserts 23 sensors by executing Alg1-E
and inserts the remaining 71 sensors randomly by the Rnd1
algorithm.
In Figure 8(a) we observe that increasing Dc increases
the number of sensors inserted, from 23 to 81 sensors for
Alg1-E, and from 94 to 412 sensors for Alg1-A. We observe
that Alg1-E inserts fewer sensors than Alg1-A, for the same
Dc . This observation can be explained by the fact that the
badness of actual flows (i.e., as used by Alg1-A) is worse
than that of estimated flows (i.e., as used by Alg1-E) for
Zone of Interest I1 .
In Figure 8(a) we can also observe that the number of
sensors inserted for Dc =0.99 with Alg1-E is smaller than

# nodes, Dc

(c)
Fig. 8. Evaluation of sensing coverage wrt number of nodes and Dc in
Zones of Interest: (a) I1 ; (b) I2 ; and (c) I3 .

the number of sensors inserted with Dc =0.6 with Alg1A. This is because the badness BI of I1 is lower for the
estimated flows, than for the actual flows (i.e, the actual
flows are worse than the estimated flows). Notable also is
the fact that Alg1-E achieves a smaller sensing coverage
than Alg1-A, due to a smaller number of sensors inserted.
Figure 8(a) also shows that when using Rnd1 (which
inserts the same number of sensors as the other algorithms,
from 23 to 412 sensors), has a poorer performance than
both Alg1-A and Alg1-E. An interesting observation here
is that Alg1-Rnd, with the effort of inserting many more
sensors than Alg1-E, performs similar to Alg1-A.
Now considering I2 as Zone of Interest, with results
depicted in Figure 8(b), we remark that the same observa-
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tions made for I1 in Figure 8(a), hold true. I2 has smaller
badness, consequently it is easier to monitor. I2 has an
estimated BI =39.8 and an actual BI =35.5, therefore we
end up inserting a marginally higher number of sensors
with Alg1-A than with Alg1-E (for a given value of Dc ).
To intuition for the “marginal higher number of sensors
inserted”, is the visualization of Alg1-E and Alg1-A which
appear interleaved in Figure 8(b), whereas they appear
separately in groups, in Figure 8(a). We note that the X-axis
of the graph is in increasing order of number of sensors.
In Figure 8(c), the actual BI of I3 is greater than that
of I2 , but less than I1 , and the estimated BI is the least
of the three Zones of Interest. I3 has the same size as I2 .
Therefore, by Alg1-E we insert fewer sensors in I3 , but
with Alg1-A, we insert much more.
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C. Impact of Pd and Dc on Event Localization Accuracy
In this set of simulations we investigate how Pd and
Dc affect the accuracy of event localization. Events to be
detected and localized were randomly placed in 15 edges
in I3 , for different runs. This was repeated 15 times for
different values of Dc and Pd and the results were averaged.
The results for accuracy of event localization, given
different Dc and Pd , are depicted in Figure 9. As shown,
the achieved event localization accuracy is smaller than
the Pd , for lower Dc . Nevertheless, this result is expected,
since the sensing coverage is not 100% (for 60% sensing
coverage, with 75% detection probability of detection, the
expected event localization accuracy is ∼45%). We remark
here again that, although Dc does not affect the placement
of beacons, the event localization accuracy depends on Dc .
The reason for this is the fact that for localization, edges
with events need to be covered.
As presented in Table III, which shows the number of
beacons inserted for a given value of Pd in I3 , a higher Pd
requires a higher number of beacons. To achieve a Pd =99%

Fig. 10. (a) Evaluation of event localization wrt Pd for: (a) Dc =0.6; (b)
Dc =0.8; and (c) Dc =0.9

we would require 70 beacons, placed in all 70 vertices of
I3 . For a Pd =95%, we would only require 41 beacons.
The results comparing event localization accuracy of
Alg2-A, Alg2-E, Rnd2-A and Rnd2-E, for Pd =0.6, 0.8
and 0.9, are presented in Figures 10(a), 10(b) and 10(c),
respectively. The number of beacons placed by Rnd2-A and
Rnd2-E are those mentioned in Table III, for different Pd .
As expected, Rnd2-E and Rnd2-A have large standard
deviations. These random deployments always performed
worse than Alg2-E and Alg2-A, for all values of Pd and
Dc . As shown in Figure 10, for smaller Dc the standard
deviations are also large for Alg2-A and Alg2-E, since some
of the edges with events are not covered.
The results depicted in Figure 10 (a), (b), and (c) consistently show that for higher Pd , the accuracy of event localization is higher for all Alg2-A and Alg2-E. Interestingly,
the improvement in event localization accuracy for Alg2-A
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Fig. 11. Evaluation of flow learning with a Pd =0.95, averaged over
Dc =0.6, 0.7, 0.8, 0.9.

and Alg2-E is significantly larger when Dc is small (e.g.,
for Dc =0.6, event localization accuracy improves from
62.2% to 91.8%, whereas, when Dc =0.9, event localization
accuracy improves from 77.9% to 92.1%).
When Pd =0.99, beacons are placed on all vertices. The
event localization accuracy is still not 100% since the
sensing coverage is not 100%. The results validate that
increasing Pd increases the event localization accuracy for
all values of Dc . We verified (but not depicted here) that
when beacons were placed on all vertices, and when sensing
coverage was 100%, the accuracy of event localization was
100%.
D. Evaluation of Flow Learning
To evaluate the performance of our flow learning algorithm, we executed 16 simulation runs on I3 with Pd =0.95
and Dc =0.6, 0.7, 0.8 and 0.9.
The results are presented in Figure 11. As shown, the
difference between the actual and estimated flow networks
reduces with the run number. For the first run, since the
algorithm is run with no flow learning, the difference ∆ is
the same, regardless of the Dc used (i.e., error bar is 0). As
the algorithm learns actual flows from path synopses, the
difference between the two flow networks (i.e., the actual
flow network, versus the learned flow network) reduces.
We have observed, but not depicted in the figure, that the
higher the Dc , the faster the difference ∆ reduces, which we
explain by the fact that more beacon pairs are covered. We
are also noting an expected behavior of our flow learning
algorithms. As the flow in the learned flow network gets
closer to the actual network, flow learning ceases to make
an impact.
VIII. R ELATED W ORK
As mentioned earlier, the Battle of the Water Sensor
Networks (BWSN) design competition was undertaken to
address the challenges faced by water distribution systems.
In one of the BWSN projects [10], the authors aim to detect
the contamination in the water distribution network. The
proposed approach is distinct from ours in that their aim is
to select a set of points to place static sensors. One other solution, similar to those proposed in the BWSN competition,
which are based on static sensors, strategically deployed,
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was Pipenet [11]. More recently, mobile sensors probing a
water distribution infrastructure have been proposed [18].
The WaterWise [12] system considers sensors equipped
with GPS devices. MISE-PIPE [19] is another example of
a system developed for event detection in pipelines.
Sensor mobility in an acyclic flow network might resemble movement in a delay tolerant networking (DTN)
scenario. The problem of event localization in DTN, however, has received little attention, primarily because it can
be done using GPS. DTN typically involves vehicles, for
which energy is not an issue. Consequently, solutions to
problems similar to the event localization problem addressed in this paper have not been proposed. For completeness, we review a set of representative DTN research.
Data Dolphin [20] uses DTN with fixed sinks and mobile
sensors in 2D area. A set of mobile sinks move around in
the area. Whenever a sink is close to a sensor, it exchanges
information over one hop, thereby reducing the overhead
of communicating multi hop and saving energy on the
static sensors. A survey done by Lee et al. encompasses the
state of art in vehicular networks using DTN [21]. Sensing
coverage problems in DTN are handled by CarTel [22],
MobEyes [23] etc. These systems use vehicles that can
communicate with each other and localization is based
on GPS. [24] uses the idea of heterogenous system with
mobile sensors that are less capable than stationary sensors
to develop data delivery schemes.
Coverage problems in sensor networks have been considered before [25] [26]. These papers consider coverage
problems in 2D or 3D area, unlike coverage on graphs,
as in this article. Sensing coverage, in general, has been
studied under different assumptions. [27] uses both a greedy
approach, and linear programming to approximate the set
covering problem. These problems consider only minimizing the number of vertices to cover edges in a graph. Alireza
et al. [25] discusses the detection a hole that is not covered
by the sensors. The sensors have no location information.
Laplacian method is used here to obtain the area in a plane
that is not covered. Stephen et al. [26] propose a method to
solve the coverage problem using Voronoi diagrams. The
sensors are free to move in a 2D space. [28] uses mobility
prediction to solve the problem of Localization. Vieira et
al [29] propose locating mobile sinks underwater.
In [30], we propose preliminary results for optimal event
detection and localization in acyclic flow networks. The
paper explores optimal deployment of mobile sensors to
monitor an acyclic flow network like a water distribution
network, to the best of our knowledge, for the first time.
Optimal placement of beacons for localization of these mobile sensors is also discussed for the first time, to the best of
our knowledge. The sensor placement problem is NP hard.
The paper presents a greedy heuristic for sensor placement
and presents algorithms for beacon placement and event
localization. The algorithms are tested in simulation on
small networks and results are presented.
In this article, firstly, we improve on the greedy heuristic
and eliminate an unreliable tuning parameter. The simulation results in [30] are over small graphs (with 13-14 edges)

IEEE TRANSACTIONS ON SYSTEMS, MAN AND CYBERNETICS, PART A, VOL. X, NO. X, FEBRUARY 2012

with area of interest of 6 edges. In this article, we present
simulation results on bigger areas of interest (40-90 edges)
on Micropolis [17], a sample water distribution network
with more than 1000 edges. Finally, [30] assumes complete
knowledge of flows in the network. In this article we relax
the assumption, by providing an algorithm to learn flows
when some of the flows can be estimated.
IX. C ONCLUSIONS
This article, to the best of our knowledge for the first
time, identifies and solves the optimal event detection and
localization problems in acyclic flow networks. We propose
to address these problems by optimally deploying a set
of mobile sensors and a set of beacons. We prove that
the event detection in NP-Hard, propose an approximation
algorithm for it, and develop algorithms for optimally
solving the event localization problem. Through simulation
we demonstrate the effectiveness of our proposed solutions.
For a real deployment for such a system, more sophisticated
modeling of the system will be needed. We leave for future
work, the development of algorithms for time-varying flow
networks with flow direction changes.
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